BLACK HOLE VARIABILITY AND THE STAR FORMATION–ACTIVE GALACTIC NUCLEUS CONNECTION: DO ALL STAR-FORMING GALAXIES HOST AN ACTIVE GALACTIC NUCLEUS?

RYAN C. HICKOX1, JAMES R. MULLANEY2,3, DAVID M. ALEXANDER1, CHEN-TING J. CHEN1, FRANCESCA M. CIVANO1,4, ANDY D. GOULDING4, AND KEVIN N. HAINLINE1

1 Department of Physics and Astronomy, Dartmouth College, 6127 Wilder Laboratory, Hanover, NH 03755, USA; ryan.c.hickox@dartmouth.edu
2 Department of Physics & Astronomy, University of Sheffield, Sheffield S3 7RH, UK
3 Department of Physics, Durham University, South Road, Durham DH1 3LE, UK
4 Harvard-Smithsonian Center for Astrophysics, 60 Garden Street, Cambridge, MA 02138, USA

Received 2013 June 13; accepted 2013 December 17; published 2014 January 20

ABSTRACT

We investigate the effect of active galactic nucleus (AGN) variability on the observed connection between star formation and black hole accretion in extragalactic surveys. Recent studies have reported relatively weak correlations between observed AGN luminosities and the properties of AGN hosts, which has been interpreted to imply that there is no direct connection between AGN activity and star formation. However, AGNs may be expected to vary significantly on a wide range of timescales (from hours to Myr) that are far shorter than the typical timescale for star formation (≳100 Myr). This variability can have important consequences for observed correlations. We present a simple model in which all star-forming galaxies host an AGN when averaged over ~100 Myr timescales, with long-term average AGN accretion rates that are perfectly correlated with the star formation rate (SFR). We show that reasonable prescriptions for AGN variability reproduce the observed weak correlations between SFR and $L_{\text{AGN}}$ in typical AGN host galaxies, as well as the general trends in the observed AGN luminosity functions, merger fractions, and measurements of the average AGN luminosity as a function of SFR. These results imply that there may be a tight connection between AGN activity and SFR over galaxy evolution timescales, and that the apparent similarities in rest-frame colors, merger rates, and clustering of AGNs compared to “inactive” galaxies may be due primarily to AGN variability. The results provide motivation for future deep, wide extragalactic surveys that can measure the distribution of AGN accretion rates as a function of SFR.

Key words: galaxies: active – galaxies: evolution – quasars: general

Online-only material: color figures

1. INTRODUCTION

There has been a great deal of recent research activity investigating the connection between supermassive black hole (BH) accretion and star formation (SF) in galaxies (for a review see Sections 2 and 3 of Alexander & Hickox 2012). This work is largely motivated by observed correlations between BHs and galaxy properties (e.g., Magorrian et al. 1998; Gebhardt et al. 2000; Ferrarese & Merritt 2000; Gültekin et al. 2009), the remarkable similarity between the global histories of SF and BH accretion (e.g., Boyle & Terlevich 1998; Silverman et al. 2008; Aird et al. 2010; Merloni & Heinz 2013), and the observed tendency of luminous active galactic nuclei (AGNs) to reside in star-forming hosts (e.g., Lutz et al. 2008; Bonfield et al. 2011). Furthermore, a number of theoretical models predict that SF and BH growth should be closely linked in galaxies, driven by a common supply of cold gas (e.g., Di Matteo et al. 2005; Hopkins et al. 2006; Somerville et al. 2008; Hopkins & Quataert 2010; Anglés-Alcázar et al. 2013a) and with energy released by the AGN potentially triggering new SF (e.g., Nayakshin & Zubovas 2012; Zubovas et al. 2013; Nayakshin 2014).

Contrary to these expectations, recent observational studies have found relatively weak correlations between BH accretion and SF. While some studies have reported a strong link between SF and AGN activity for high-luminosity AGNs (e.g., Lutz et al. 2008; Bonfield et al. 2011), at lower luminosities these correlations appear relatively weak or absent. Furthermore, typical AGN hosts have star formation rates (SFRs) characteristic of normal star-forming galaxies at a given redshift (e.g., Mullaney et al. 2012b), and moderate-luminosity AGNs exhibit similar SFRs to lower-luminosity sources (e.g., Shao et al. 2010; Rosario et al. 2012; Harrison et al. 2012), suggesting little connection between SF and BH growth in these systems.

Similar conclusions can be drawn from the properties of AGN host galaxies and dark matter halos. Moderate-luminosity AGNs appear to be found in galaxies with a wide range of rest-frame optical or near-IR colors and not simply in blue star-forming galaxies (e.g., Nandra et al. 2007; Georgakakis et al. 2008; Hickox et al. 2009; Silverman et al. 2009; Rosario et al. 2013a; Goulding et al. 2013). AGN host galaxies have colors indistinguishable from those of “normal” galaxies of similar mass and redshift (e.g., Xue et al. 2010; Cardamone et al. 2010; Bongiorno et al. 2012; Hainline et al. 2012; Rosario et al. 2013a), although they do appear to show slightly stronger and more centrally concentrated SF (Santini et al. 2012; Rosario et al. 2013b; LaMassa et al. 2013; Hicks et al. 2013). Likewise, the spatial clustering and thus dark matter halo masses (e.g., Hickox et al. 2009; Coil et al. 2009; Donoso et al. 2010; Li et al. 2006) and morphologies (e.g., Cisternas et al. 2011; Schawinski et al. 2011; Civano et al. 2012; Kocevski et al. 2012) of moderate-luminosity AGNs are generally consistent with those for “normal” galaxies with similar mass, color, and redshift.

These results have frustrated many attempts to uncover the galaxy properties responsible for “triggering” BH activity, leading some authors to conclude that there is little, if any, connection between the growth rate of BHs and SF in their hosts,
at least in moderate-luminosity systems (e.g., Shao et al. 2010). However, other studies have suggested a strong correlation between BH growth and SF. The fraction of galaxies with an AGN above a threshold luminosity increases substantially with SFR (e.g., Symeonidis et al. 2011, 2013; Rafferty et al. 2011; Juneau et al. 2013), and the average AGN accretion rate in galaxies scales with stellar mass and redshift in a way that closely mirrors the star-forming “main sequence” (Mullaney et al. 2012a). The average AGN luminosity in interacting pairs of galaxies at low redshift increases with decreasing separation, tracing precisely the behavior that is seen for SF (Ellison et al. 2011, 2013), and Seyfert galaxies show a strong correlation between AGN luminosity and nuclear SF (e.g., Diamond-Stanic & Rieke 2012; Esquej et al. 2014). Recently, the connection between galaxy-scale SF and AGN activity was directly tested by Chen et al. (2013), who showed that when star-forming galaxies at $z \sim 0.5$ are divided up by SFR, their average BH accretion rate is directly proportional to their SFR, consistent with previous results for galaxies at higher redshift (Symeonidis et al. 2011; Rafferty et al. 2011).

These observations present the interesting puzzle that the luminosities of individual AGNs show a weak or absent correlation with the properties of their host galaxies, but that BH accretion appears tightly linked to SF in a more global sense (for an extensive review of these results see Alexander & Hickox 2012). In this paper, we explore a possible solution, first suggested by Alexander & Hickox (2012), in which the differences are caused by significant AGN variability on timescales shorter than those characteristic of galaxy evolution (see also Neistein & Netzer 2014 for a detailed discussion of the observational effects of these different timescales). We construct a simple model in which the growth rate of BHs (averaged over galaxy evolution timescales of $\gtrsim 100$ Myr) is exactly proportional to the SFR in its host, but the instantaneous observed AGN luminosity can vary over a wide dynamic range, and explore the observational consequences of this scenario. In Section 2 we discuss AGN variability, in Section 3 we present the details of the model, in Section 4 we present the implications of this model and compare to observations, and in Section 5 we discuss the results in the context of the cosmological links between BHs and galaxies.

2. AGN VARIABILITY

The process of accretion onto BHs is known to be highly variable with time. Stellar-mass BH binaries exhibit variations in the accretion luminosity on a wide range of timescales, and are observed to change dramatically in luminosity by $\gtrsim 5$ orders of magnitude over periods of days to weeks, owing to feedback from the accreting BH and transitions in the mode of accretion (e.g., Chen et al. 1997; Remillard & McClintock 2006). AGNs also show significant but smaller-amplitude (up to two orders of magnitude) variability on timescales from hours to years, observed at optical/UV and X-ray wavelengths that probe accretion disk and coronal emission, respectively (e.g., Ulrich et al. 1997; McHardy 2013). However, this small-scale variability is not analogous to accretion state changes in BH binaries, because the dynamical and viscous timescales for accretion increase with BH mass, such that an equivalent state transition that lasts several days in a $10 M_\odot$ binary might be expected to take $\sim 10^5$ yr for a $\sim 10^7 M_\odot$ BH. It is natural to expect that AGNs, like X-ray binaries, experience variability over a large dynamic range in luminosity (Figure 1), corresponding to changes in the accretion state driven by various physical processes including feedback on the accreting material (e.g., Hopkins et al. 2005; Novak et al. 2011) or accretion disk instabilities (e.g., Siemiginowska & Elvis 1997). However, this variability could never be directly observable for an individual AGN over the history of modern astronomy.

There are, however, indirect measurements that give us clues to longer-term AGN variability. Recently, AGN light echoes in the form of large [O iii]-emitting clouds have been discovered on the outskirts of several galaxies without clear evidence of ongoing AGN activity (Lintott et al. 2009; Schawinski et al. 2010; Keel et al. 2012a, 2012b) or as ultraluminous galaxy-wide narrow-line regions (Schirmer et al. 2013). These large ionized clouds have spectral parameters indicating they were excited by AGN continuum radiation, and the inferred AGN luminosity needed to illuminate these clouds suggests that the source could have been many orders of magnitude (as high as $10^5$ times) brighter at a time in the past corresponding to the light-travel time from the nucleus of $\sim 10^5$ yr (Schawinski et al. 2010; Schirmer et al. 2013). Similar evidence comes from the Milky Way, where reflections of X-ray emission off molecular clouds indicate that the Galactic Center varied in brightness by up to $\sim 10^3$ times over the past $\sim 500$ yr (e.g., Ponti et al. 2010; Capelli et al. 2012; Ryu et al. 2013), while the observed “Fermi bubbles” observed in $\gamma$-ray emission may be relics of an intense AGN phase $\sim 10^6$ yr ago (Zubovas et al. 2011; Zubovas & Nayakshin 2012; Su & Finkbeiner 2012). For luminous quasars at high redshift, the transverse proximity effect provides a measure of the variability based on the sizes of ionized bubbles around the quasars, typically yielding lifetimes for luminous accretion of $\sim 10^6-10^7$ yr (e.g., Jakobsen et al. 2003; Goncalves et al. 2008; Kirkman & Tyler 2008). For AGNs with relativistic radio-bright jets, observations of hot spots and lobes in the jets, as well as cavities inflated by the mechanical outflows, suggest highly intermittent activity with timescales of $\sim 10^4-10^5$ yr (e.g., McNamara & Nulsen 2007; Siemiginowska et al. 2010). Together, these observations provide clear evidence...
that AGN accretion rates can vary by many orders of magnitude on timescales from hundreds to millions of years.

A large dynamic range of variability is consistent with the wide distribution of Eddington ratios observed for AGNs in extragalactic surveys. Studies of nearby optically selected AGNs found that star-forming and passive galaxies have characteristic lognormal and power-law distributions of Eddington ratio that were independent of BH mass (Kauffmann & Heckman 2009). Hopkins & Hernquist (2009) derived Eddington ratio distributions using a range of AGN observations and showed that they can be modeled with a theoretically motivated functional form consisting of a Schechter function, defined as a power law with an exponential cutoff near the Eddington limit:

\[
\frac{dt}{d \log L} = t_0 \left( \frac{L}{L_{\text{cut}}} \right)^{-\alpha} \exp \left( -L/L_{\text{cut}} \right). \tag{1}
\]

Hopkins & Hernquist (2009) found that the observed Eddington ratios can be reproduced with \( L_{\text{cut}} \approx 0.4L_{\text{Edd}} \) and \( \alpha \approx 0.6 \). This power-law slope is similar to that found by Kauffmann & Heckman (2009) for optically selected AGNs in low-redshift passive galaxies. We note that recent studies suggest that many low-ionization sources included in the low-Eddington optical AGN population are likely to be powered by evolved stellar populations, rather than BH accretion (e.g., Sarzi et al. 2010; Yan & Blanton 2012; Singh et al. 2013), although the effects of this contamination on the derived Eddington ratio distribution are difficult to assess. However, X-ray selected AGNs at moderate to high redshift (which suffer little contamination from sources powered by evolved stars) show a similar universal power-law shape for the specific accretion rate distribution, parameterized by the ratio of \( L_{\text{AGN}} \) to stellar mass. This distribution is independent of stellar mass, but increases in amplitude with redshift similarly to the evolution of the star-forming “main sequence,” suggesting a connection between AGN accretion and SF (Aird et al. 2012; Bongiorno et al. 2012). Aird et al. (2012) obtained a power-law slope to this distribution of \( \alpha \approx 0.6 \), similar to that measured by Hopkins & Hernquist (2009). Bongiorno et al. (2012) report a somewhat steeper slope (\( \alpha \approx 1 \)), although this is measured over a smaller dynamic range in specific accretion rate. For luminous broad-line quasars, recent studies have directly measured Eddington ratios using the virial technique. Correcting for incompleteness effects, these analyses have yielded similarly broad distributions that cutoff at high Eddington ratios and increase to low accretion rates, although the slopes of these distributions on the low end are less well-constrained than for X-ray selected samples (e.g., Nobuta et al. 2012; Kelly et al. 2010; Kelly & Shen 2013).

For the purposes of the discussion below, we will represent the “observed” AGN luminosity distribution at fixed stellar (or BH) mass using the Hopkins & Hernquist (2009) model given in Equation (1) with \( \alpha = 0.6 \) and \( L_{\text{cut}} = 100(L_{\text{AGN}}) \). This luminosity distribution is shown as the dashed orange line in Figure 2, where \( L_{\text{AGN}} \) is plotted in terms of its value relative to the long-term average luminosity (\( L_{\text{AGN}} \)). We normalize this distribution (by scaling \( t_0 \)) such that the integral over all \( L_{\text{AGN}} \) is equal to 1. The curve therefore represents the relative time spent by the AGN in each logarithmic interval of luminosity. This value of \( L_{\text{cut}} \) adopted here, while somewhat arbitrary, is motivated by two main considerations. First, it reproduces well the observed relationship between SFR and BH accretion rate in powerful AGNs, as shown in Section 4. Second, for a Milky Way type galaxy and our adopted model parameters (as we discuss in Section 3), this value of \( L_{\text{cut}} \approx 0.4L_{\text{Edd}} \), consistent with the cutoff adopted by Hopkins & Hernquist (2009) to fit observed Eddington ratio distributions. We note that, by definition, the average luminosity of the distribution equals \( \langle L_{\text{AGN}} \rangle \), which requires that the distribution be truncated at some lower limit. For \( L_{\text{cut}} = 100(L_{\text{AGN}}) \) and \( \alpha = 0.6 \), we require a lower limit at \( L_{\text{AGN}} \approx 10^{-6}(L_{\text{AGN}}) \), as shown in Figure 2. This distribution therefore represents variability of the AGN accretion rate over approximately four orders of magnitude, consistent with the lower limit on the dynamic range observed by a number of studies (e.g., Hopkins & Hernquist 2009; Kauffmann & Heckman 2009; Aird et al. 2012; Bongiorno et al. 2012).

In addition to broad power-law or Schechter function models, several studies have considered narrower distributions for the AGN accretion rate. Kauffmann & Heckman (2009) found that optically selected AGNs in galaxies with young stellar populations show an approximately lognormal distribution in accretion rate (with width \( \sigma \approx 0.4 \) dex) that is independent of mass. The lognormal distribution is given by

\[
\frac{dt}{d \log L} = t_0 \exp \left( -\frac{\log L - \log L_0}{2\sigma^2} \right) \tag{2}
\]

and is shown as the dot–dashed dark green line in Figure 2. We again scale \( t_0 \) so that this curve represents the relative time spent in each dex of \( L_{\text{AGN}} \). The centroid luminosity \( L_0 \) depends on \( \sigma \), to ensure that the average accretion rate in the distribution is
equal to \((L_{\text{AGN}})\). For a width \(\sigma = 0.4\) dex, \(L_0 \approx 0.8(L_{\text{AGN}})\), as shown in Figure 2.

A number of works have also considered a “light bulb” scenario in which every galaxy spends a fixed fraction of time “on” as an AGN (with some distribution of accretion rates) and the remainder as a “normal” galaxy at very low Eddington ratio. Employed in a cosmological context, such models can be effective at modeling the quasar luminosity function (LF), clustering, and other observables (e.g., Shankar et al. 2013; Conroy & White 2013), although they do not reproduce observed Eddington ratio distributions for moderate-luminosity AGNs (e.g., Hopkins & Hernquist 2009; Shankar et al. 2013). The recent model of Conroy & White (2013) adopted a lognormal Eddington ratio distribution with \(\sigma = 0.3\) dex, for which fits to the quasar LF yielded a duty cycle (the fraction of time the quasar is “on”) of \(\sim 10^{-3}–10^{-2}\) at \(z < 3\). In this study we model such a “light bulb” scenario using a lognormal distribution with \(\sigma = 0.3\) and \(L_0 \approx 50(L_{\text{AGN}})\) (chosen to approximately match the SFRs of luminous AGNs, as shown in Section 4.4), with a corresponding duty cycle \(\sim 10^{-2}\). In the model, objects in the “off” state are set to an arbitrarily low \(L_{\text{AGN}} \ll (L_{\text{AGN}})\), the precise value of which does not affect the results. This “light bulb” distribution is shown as the light green dot-dot-dashed line in Figure 2.

Several studies have also considered accretion rate distributions that are a sum of power-law and lognormal components. Such a distribution was obtained for the full sample of galaxies (passive and star forming) studied by Kauffmann & Heckman (2009) using optical spectroscopy, and was favored by Shankar et al. (2013) in order to best reproduce Eddington ratio distributions, AGN LF, and other properties of the AGN population across a range of redshifts. The observable quantities (as discussed in Section 4) that are predicted by such combined models are similar to those produced by a pure Schechter function, although the details depend on the relative normalizations of the lognormal and power-law components. For simplicity, we restrict this paper to Schechter and lognormal distributions and do not consider such “combined” models in further detail.

In addition to the observational results discussed above, theoretical understanding of the luminosity distribution of AGNs may be obtained from recent simulations of BH accretion including small-scale feedback (e.g., Hopkins et al. 2005; Ciotti et al. 2010; Novak et al. 2011; Gabor & Bournaud 2013) or a detailed treatment of gravitational torques (e.g., Anglés-Alcázar et al. 2013a, 2013b) that show strong stochastic variations in the BH accretion rate over a range of timescales. The accretion rate distribution from the simulation of Novak et al. (2011) is shown in Figure 2. These simulations shows that the accretion rate for a given BH can vary by more than seven orders of magnitude in a timescale of \(~10^5\) Myr or less. The model BH spends approximately equal time in any given logarithmic interval of accretion rate, with a cutoff at high accretion rates due to the Eddington limit. This distribution can be approximately described by an exponential (that is, a Schechter function as for the observational results discussed above, but with \(\alpha = 0\)). Similar results were obtained in recent simulations by Gabor & Bournaud (2013), who found that the characteristic power-law slope of the accretion rate distribution varies depending on gas fraction, from \(\sigma \approx 0.6\) for a galaxy like the Milky Way to \(\sigma \approx 0.2\) for systems with a higher gas fraction characteristic of galaxies at \(z = 2\).

On the whole, Figure 2 illustrates the wide diversity in AGN accretion rate and luminosity distributions that are obtained from theoretical models and observational studies of different galaxy populations. For most of what follows we will adopt a fiducial distribution that lies between the Novak et al. (2011) theoretical and Hopkins & Hernquist (2009) observational curves, following the Schechter functional form in Equation (1), with \(\alpha = 0.2\) and \(L_{\text{cut}} = 100(L_{\text{AGN}})\). As shown in Figure 2, this distribution requires a lower limit to \(L_{\text{AGN}}\) of \(\sim 10^{-5}(L_{\text{AGN}})\). We note that the precise value of \(L_{\text{cut}}\) makes no significant difference to our results; increasing or decreasing \(L_{\text{cut}}\) by a factor of two changes the model predictions by less than the observational uncertainties on the various quantities discussed in Section 4.

As we demonstrate in Section 4, our fiducial distribution displays a good qualitative agreement with a range of observational data. However, we stress that in this study we do not attempt to constrain the precise distribution in AGN luminosity or estimate uncertainties. Such an analysis would require a very careful understanding of the biases and uncertainties in the various observational constraints and will likely suffer from significant degeneracies in the functional form for the distribution in \(L_{\text{AGN}}\). Rather, the scope of this work is limited to showing that with a reasonable choice of the luminosity distribution, short-term variability of the AGN can explain a range of observations even if BH accretion and SF are perfectly correlated on timescales typical of galaxy evolution. We describe this simple model in the next section.

### 3. A SIMPLE MODEL CONNECTING BLACK HOLE ACCRETION AND STAR FORMATION

Motivated by our knowledge of AGN variability and the observed and theoretical links between SF and BH accretion, we may ask a straightforward question: Observed over timescales typical of SF (\(\gtrsim 100\) Myr; e.g., Hickox et al. 2012) do all star-forming galaxies host an AGN? Here we construct a simple model in which SF and (long term) BH growth are perfectly correlated in galaxies, and explore the observational consequences. The ingredients of the model are as follows.

1. We create a model population of star-forming galaxies across a range of redshifts from 0 to 2, with a redshift-dependent distribution in SFR taken from the far-IR LF derived by Gruppioni et al. (2013) from Herschel observations. We convert far-IR luminosity to SFR using the prescription of Kennicutt (1998), multiplying by a factor of 0.6 as appropriate for a Chabrier (2003) initial mass function (IMF). We include galaxies with total far-IR luminosities \(10^9 < L_{\text{IR}} < 10^{14} L_\odot\), covering the full luminosity range that is well constrained by the Herschel LF measurements at any redshift (Gruppioni et al. 2013) and corresponding to SFRs characteristic of essentially all star-forming galaxies (\(\sim 0.1–10^4 M_\odot\) yr\(^{-1}\)). Varying these limits in \(L_{\text{IR}}\) by an order of magnitude has no effect on our conclusions.

2. For each galaxy, we assign an average BH accretion rate (i.e., averaged over \(\gtrsim 100\) Myr) such that SFR/BHAR = 3000, motivated by the observed ratios of SF and BH accretion rates (Rafferty et al. 2011; Mullaney et al. 2012a; Chen et al. 2013).

3. For each galaxy, we assume that the instantaneous accretion rate relative to the average is drawn from the fiducial luminosity distribution shown in Figure 2. We note that the adopted distribution is in luminosities rather than Eddington ratios, because for simplicity we do not account for the BH mass in each model galaxy. We also stress that the particular timescales over which these variations occur (and thus the
4. RESULTS

4.1. Star Formation Rate and $L_{\text{AGN}}$

We begin by calculating the average AGN luminosity for galaxies in bins of $L_{\text{IR}}$ for a range of redshifts from 0 to 2. This process serves to average over the variability of the AGNs for a given SFR, and so by the design of the model, produces an exactly proportional relationship between $L_{\text{IR}}$ and $L_{\text{AGN}}$ that is independent of redshift, as shown in Figure 3(a). This relationship agrees with that observed in the recent studies of the average BH accretion rate in star-forming galaxies (Symeonidis et al. 2011; Rafferty et al. 2011; Chen et al. 2013). For the Symeonidis et al. (2011) result we have computed the $L_{\text{AGN}}$

---

5 Assuming $\epsilon_\text{BH} = 0.1$ and SFR/BHAR = 3000, a Milky Way type galaxy with SFR = 1 $M_\odot$ yr$^{-1}$ (e.g., Robitaille & Whitney 2010) will have $L_{\text{AGN}}$ $\approx$ 2 $\times$ 10$^{42}$ erg s$^{-1}$. The Eddington limit for a 4 $M_\odot$ BH (Ghez et al. 2008; Gillessen et al. 2009) is $L_{\text{Edd}}$ $\approx$ 5 $\times$ 10$^{44}$ erg s$^{-1}$, so that for $L_{\text{Edd}}$ = 100 ($L_{\text{AGN}}$), $L_{\text{IR}}$ = 0.4$L_{\text{Edd}}$ for the Milky Way as discussed in Section 2.

---

in bins of $L_{\text{IR}}$ from the data points reported in their paper, as discussed in Chen et al. (2013).

We next perform the opposite calculation, and compute the average $L_{\text{IR}}$ as a function of $L_{\text{AGN}}$. In the context of our model, this entails selecting galaxies based on the unstable, rapidly varying quantity (BH accretion rate or $L_{\text{AGN}}$) and averaging over the stable quantity (SFR or $L_{\text{IR}}$). This analysis is motivated by several recent measurements that have found weak correlations between average SF luminosity and $L_{\text{AGN}}$ (Lutz et al. 2010; Shao et al. 2011, Rosario et al. 2012; Harrison et al. 2012). The observed data points from Rosario et al. (2012) are shown in Figure 3(b), converting from $\nu L_{\nu}$ at 60 $\mu$m (as presented in their work) to $L_{\text{IR}}$ (integrated from 8–1000 $\mu$m) by adding 0.2 dex, as is typical for the average spectral energy distributions of star-forming galaxies (Chary & Elbaz 2001; Kirkpatrick et al. 2013). We also show the observed relationships for optically selected AGN-dominated systems (Netzer 2009) and for high-redshift quasars (Lutz et al. 2008).

To compare our simple model to these results, we select our simulated AGNs in bins of their observed (instantaneous) $L_{\text{AGN}}$, and then average the $L_{\text{IR}}$ for the objects in each bin. The model results are shown as solid lines in Figure 3(b), and closely match the key features of the observations. In particular, there is no strong correlation between $\langle L_{\text{IR}} \rangle$ and $L_{\text{AGN}}$ for moderate-luminosity AGN, with each luminosity having an average $L_{\text{IR}}$ corresponding to the typical SFR (the “knee” of the IR LF) at each redshift. This average correspondingly shifts to higher luminosity with redshift as the typical SFR of galaxies increases (e.g., Noeske et al. 2007; Elbaz et al. 2011). Figure 4 shows the predicted distribution of $L_{\text{IR}}$ for various $L_{\text{AGN}}$ and redshift, demonstrating this shift to higher $L_{\text{IR}}$ for increasing $z$.

Another important feature of the model is the emergence of a correlation between $L_{\text{IR}}$ and $L_{\text{AGN}}$ at high luminosity. In the model, the highest AGN luminosities can only be produced by galaxies with high SFRs that are near the high end of

---

Figure 3. Comparison of the predictions of our AGN variability model to observations of SF and AGN activity in galaxies. (a) The average AGN luminosity for star-forming galaxies as a function of the observed $L_{\text{IR}}$. The model predictions for each redshift are shown by the colored lines. By design, these show a constant one-to-one correlation between ($L_{\text{AGN}}$) and $L_{\text{IR}}$ at all redshifts (the lines are offset for clarity), independent of the choice of accretion rate distribution. The points show recent observational results, which are consistent with this simple picture. (b) The average $L_{\text{IR}}$ for AGN host galaxies, as a function of $L_{\text{AGN}}$. Data points are taken from Rosario et al. (2012), and solid lines show the predictions of our fiducial model. The models curves are evaluated at the central redshift of each range; the “local” model which is calculated for $z = 0.05$, the median redshift for the Swift Burst Alert Telescope AGNs used in the analysis (Rosario et al. 2012; Cusmanno et al. 2010). The red circle shows the approximate range of $L_{\text{IR}}$ observed for quasars at $z \sim 2$ (Lutz et al. 2008) and the dashed line shows the approximate relation between AGN and IR luminosity for AGN-dominated systems ($L_{\text{IR}} \approx L_{\text{AGN}}$) determined by Netzer (2009). Our simple model clearly reproduces the general trends in the Rosario et al. (2012) data while also matching the close relation between $L_{\text{AGN}}$ and $L_{\text{IR}}$ for AGN-dominated systems (Lutz et al. 2008; Netzer 2009).

(A color version of this figure is available in the online journal.)
Figure 4. Distributions of $L_{\text{IR}}$ predicted by our simple model for AGNs with moderate $L_{\text{AGN}} = 10^{44}$ erg s$^{-1}$ (solid lines) and high $L_{\text{AGN}} = 10^{46}$ erg s$^{-1}$ (dashed lines), evaluated at the same redshifts (coded by color) as in Figure 3. The distributions are normalized so that the integral under each curve is equal to 1. This figure demonstrates two key aspects of our model for the connection between SF and AGN activity: a shift to higher $L_{\text{IR}}$ with increasing redshift at fixed $L_{\text{AGN}}$, and the narrow distribution of $L_{\text{IR}}$ for high-luminosity AGNs compared to systems with lower $L_{\text{AGN}}$. (A color version of this figure is available in the online journal.)

the accretion rate distribution, so that high-luminosity AGNs are associated with narrower distributions in $L_{\text{IR}}$ than lower-luminosity AGNs (as shown in Figure 4). Thus there emerges a strong correlation between $\langle L_{\text{IR}} \rangle$ and $L_{\text{AGN}}$, as observed in a number of studies (e.g., Lutz et al. 2008; Netzer 2009; Bonfield et al. 2011). We note that this correlation is not due to contamination of the IR emission by the nucleus, as the AGN contribution at far-IR wavelengths is minimal (Netzer et al. 2007; Mullaney et al. 2011; Rosario et al. 2012). In the model, the luminosity at which we begin to see a strong correlation between $L_{\text{IR}}$ and $L_{\text{AGN}}$ increases with redshift as the “knee” of the IR LF shifts to higher luminosities, explaining the fact that the weak correlations between $\langle L_{\text{IR}} \rangle$ and $L_{\text{AGN}}$ extend to higher $L_{\text{AGN}}$ in the observations at higher $z$.

Overall, this simple model produces remarkable agreement with both the results on the average AGN luminosity of SF galaxies (Symeonidis et al. 2011; Rafferty et al. 2011; Chen et al. 2013) and the average SFR of AGNs (Lutz et al. 2010; Shao et al. 2010; Rosario et al. 2012). We conclude that the current observations are consistent with a picture in which SF and BH accretion are closely connected over long timescales, but this correlation is hidden at low to moderate $L_{\text{AGN}}$ due to the short-term AGN variability.

4.2. The AGN Luminosity Function

As a further check on our simple prescription, we determine the LF of AGNs in our model and compare to observations. A number of previous studies have used the observed AGN LF to place constraints on the BH accretion rate distribution (e.g., Siemiginowska & Elvis 1997; Hopkins et al. 2005; Merloni & Heinz 2008; Shen & Kelly 2012; Conroy & White 2013). In our model, we produce a predicted AGN LF by scaling the observed IR LF from Gruppioni et al. (2013) to the expected AGN luminosities assuming no variability, applying the appropriate factors to convert from $L_{\text{IR}}$ to SFR and then to $L_{\text{AGN}}$, via

$$
\langle L_{\text{AGN}} \rangle = \left( \frac{L_{\text{IR}}}{C_{\text{IR}}} \right) \left( \frac{1}{3000} \right) \epsilon c^2,
$$

where $C_{\text{IR}}$ is the $L_{\text{IR}}$ to SFR conversion factor from Kennicutt (1998) assuming a Chabrier IMF, and the radiative efficiency $\epsilon = 0.1$ as discussed above. We then convolve the distribution in $\langle L_{\text{AGN}} \rangle$ with our adopted distribution in accretion rates, to obtain the predicted “observed” distribution in $L_{\text{AGN}}$. We compare to the bolometric AGN LF determined by Hopkins et al. (2007).

The observed AGN LF along with the model distributions in $\langle L_{\text{AGN}} \rangle$ and “observed” $L_{\text{AGN}}$ are shown in Figure 5, for four different redshifts. Approximate uncertainties on $\phi(L_{\text{AGN}})$ from Hopkins et al. (2007) are shown by the gray shaded region. The model reproduces the general shape and redshift evolution of the AGN LF remarkably well, particularly around the “knee” where the LF is best constrained.

Nonetheless, our model may explain why the AGN LF shows a broader high-luminosity tail compared to IR LF. In the model,
each galaxy with a high SFR can have a fairly wide range of L_{AGN}, which serves to flatten the luminosity distribution and extend it to higher luminosities. The observed AGN LF is thus broadly consistent with the view that AGN activity is ubiquitous in star-forming galaxies and directly follows SF over long timescales, but with significant stochastic variability.

### 4.3. Merger Fractions

Another interesting test of our simple picture is a comparison to the fraction of AGNs observed in galaxy mergers. A number of theoretical models predict that AGN fueling is primarily driven by mergers (e.g., Hopkins et al. 2006; Somerville et al. 2008), and some recent studies have found enhanced evidence for mergers and interactions in typical low-redshift AGNs (e.g., Koss et al. 2010; Sabater et al. 2013). However, a number of other studies of higher-redshift sources have found that the hosts of typical moderate-luminosity AGNs are no more likely than comparable “normal” galaxies to show morphological disturbances characteristic of mergers (e.g., Cisternas et al. 2011; Schawinski et al. 2011; Civano et al. 2012; Kocevski et al. 2012), with little dependence on the merger fraction f_{merge} with observed L_{AGN} (Kocevski et al. 2012). Other results have suggested that f_{merge} increases at very high L_{AGN} (e.g., Urrutia et al. 2008) leading to the conclusion that BH growth can be triggered by major interactions, but only at the highest luminosities (Schawinski et al. 2012; Treister et al. 2012).

In contrast to AGNs, star-forming galaxies consistently show a significant increase in the merger fraction across a wide range L_{IR} (e.g., Shi et al. 2009; Kartaltepe et al. 2010, 2012), suggesting that more rapidly star-forming galaxies are increasingly more likely to be associated with mergers (keeping in mind that being associated with mergers does not necessarily imply merger triggering; Hopkins et al. 2010). Adopting the assumptions of our simple model, we can calculate the fraction of AGNs in mergers as a function of observed L_{AGN} for a scenario in which the merger fraction increases with SFR, and thus the time-averaged BH growth rate. We adopt the relationship between f_{merge} and L_{IR} obtained using deep Hubble Space Telescope rest-frame optical imaging of luminous star-forming galaxies (Kartaltepe et al. 2012). Here we use the fractions shown in Figure 9 of Kartaltepe et al. (2012), for two different merger classifications. Over the range 11 < \log_10(L_{IR}/L_\odot) < 12.5, the value of f_{merge} for “mergers and interactions” increases from \approx 0.3 to \approx 0.6, while for “mergers, interactions, and irregulars” (which may include some minor mergers), f_{merge} goes from \approx 0.4 to \approx 0.9. We linearly extrapolate these fractions to higher and lower \log_10(L_{IR}) (keeping the minimum and maximum fractions to 0 and 1), and assume that this relation between f_{merge} and L_{IR} is constant with redshift. This assumption is motivated by observations showing that the merger fraction for luminous IR galaxies is similar in the local universe (e.g., Wang et al. 2006; Ellison et al. 2013) to that at higher redshifts (e.g., Melbourne et al. 2005; Hung et al. 2013), as well as studies that directly measure merger fractions with a full accounting for redshift effects, showing little evidence for variation with redshift (Shi et al. 2009; Kartaltepe et al. 2012). To obtain predictions for f_{merge} from our model, we determine a merger probability for each of our model galaxies based on its \log_10(L_{IR}) and the corresponding f_{merge} from Kartaltepe et al. (2012). We then select model galaxies in bins of (instantaneous) L_{AGN} and calculate the total f_{merge} by averaging the merger probability for all objects in that bin.

The model predictions are shown in Figure 6, compared to observational data compiled by Treister et al. (2012) and typical merger fractions for control samples of inactive galaxies (Cisternas et al. 2011; Kocevski et al. 2012). We note that these...
observed AGN merger fractions are obtained using a variety of different methods, such as detailed morphological analysis and counts of close companions, which complicates the comparison between individual data points (for a discussion see Section 1 of Kartaltepe et al. 2012). A clear trend is nonetheless evident in the data, showing a weak dependence of $f_{\text{merge}}$ on $L_{\text{AGN}}$ at low luminosity, with a strong upturn at high $L_{\text{AGN}}$. The models clearly reproduce this trend, owing to the fact that in our simple model, luminous AGNs are always associated with rapidly star-forming galaxies while less luminous AGNs are drawn from a mix of galaxy populations. The weak dependence of the merger fraction on AGN luminosity at low $L_{\text{AGN}}$ may explain the observations that at moderate to high redshift, moderate-luminosity AGNs have indistinguishable merger fractions from normal galaxies (Cisternas et al. 2011; Schawinski et al. 2011; Kocevski et al. 2012). As is clear from Figure 6, the merger fractions predicted by the model depend on the choice of merger classification adopted from Kartaltepe et al. (2012); the inclusion of irregular systems naturally produces a higher $f_{\text{merge}}$ at all $L_{\text{IR}}$. However despite these differences, the general trends in the relationship between $f_{\text{merge}}$ and $L_{\text{AGN}}$ are identical in the two cases, and match those seen in the observational results.

Based on the assumptions of our simple model, we can determine the fraction of the total BH growth that is associated with mergers at different redshifts. We use the curves of $f_{\text{merge}}(L_{\text{AGN}})$ shown in Figure 6 and the bolometric AGN LF determined by Hopkins et al. (2007). Assuming a constant radiative efficiency (as we have done throughout) such that the accretion rate $m_{\text{BH}} \propto L_{\text{AGN}}$, we compute the average $f_{\text{merge}}$ for AGN weighted by the distribution in AGN growth rates, given by $L_{\text{AGN}}\phi(L_{\text{AGN}})$. This yields a “total” merger fraction of 23% at $z = 0$, rising to 72% at $z = 2$, for our model including irregular systems (these fractions are 10% and 44%, respectively, if we assume the fractions for only “mergers and interactions”). These results are consistent with a picture in which mergers are an important driver for global BH growth at high redshift, with secular processes becoming increasingly dominant at low redshift (e.g., Draper & Ballantyne 2012).

4.4. Effect of Changing the Accretion Rate Distribution

The previous analyses have focused on the predictions of our simple model including our “fiducial” distribution of AGN accretion rates (and equivalently, luminosities). We stress that while the shape of our fiducial distribution is characteristic of those obtained from recent theoretical and observational studies (as discussed in Section 2), it is not obtained by a formal fit to the data. Here we explore the implications of other distributions in the accretion rate, focusing on the recent measurements and theoretical results illustrated in Figure 2.

We first note that, by design, all the models predict the simple linear relation between $(L_{\text{AGN}})$ and $L_{\text{IR}}$ shown in Figure 3(a), independent of redshift and the choice of accretion rate distribution. In contrast, the models produce significant differences in the inverse relationship, between observed $L_{\text{AGN}}$ and $(L_{\text{IR}})$, as discussed in Section 4.1. The model predictions for the different luminosity distributions are shown in Figure 7(a), along with the observational data from Rosario et al. (2012). The general trends in the data are reproduced by all the models with low-luminosity power-law distributions and a large dynamic range in accretion rate. These all show a weak correlation between $L_{\text{AGN}}$ and $(L_{\text{IR}})$ at moderate $L_{\text{AGN}}$, with a stronger correlation at high luminosity. The observed distribution at fixed mass (with $\alpha = 0.6$) further shows strong correlation at low $L_{\text{AGN}}$, due to the fact that the distribution is forced to cut off at a relatively high average luminosity to avoid diverging (Figure 2), so that very low-luminosity AGN are at the very bottom end of the accretion rate distribution. In contrast to the results for distributions with a wide dynamic range, a relatively tight lognormal distribution in accretion rates (either in the lognormal or “light bulb” cases) yields a strong correlation between $L_{\text{AGN}}$ and $(L_{\text{IR}})$ at all $L_{\text{AGN}}$, in conflict with the observations. We note that the “light bulb” model reproduces well the strong correlation between $L_{\text{AGN}}$ and $(L_{\text{IR}})$ at high luminosities, but does not produce the observed weak correlation at moderate to low $L_{\text{AGN}}$. This figure demonstrates that models in which AGN experience a broad dynamic range in accretion rate (and luminosity) can fit the general observed trends, and that our fiducial distribution can reproduce the observations particularly well.

We next focus on the predicted AGN LFs, as discussed in Section 4.2. The model predictions for the different luminosity distributions are shown in Figure 7(b). Again, we find that all the models with broad power-law luminosity distributions can reproduce the general trends in the observed AGN LF, although they do not produce enough AGNs at the very highest luminosities. (This may be evidence for a somewhat flatter tail in the accretion rate distribution than is modeled by a Schechter function; e.g., Aird et al. 2013.) In contrast, the lognormal distribution strongly underpredicts the number of AGNs at moderate to high luminosities, since the AGN luminosity is fairly tightly tied to $L_{\text{IR}}$. Interestingly, the “light bulb” model results in a similar LF to that predicted by our fiducial model on the high-luminosity end, although it produces fewer low-luminosity AGNs. This general agreement with the observed AGN LF has been found by previous studies of “light bulb”
models where the accretion rates are scaled to BH or galaxy mass rather than SFR (e.g., Siemiginowska & Elvis 1997; Conroy & White 2013). We conclude that, in the context of our AGN variability model, reproducing the general trends in the observed AGN LF requires that the AGN luminosity distribution must extend to relatively high $L_{\text{AGN}}$ above the long-term average luminosity. However, predictions for the AGN LF are relatively insensitive to the precise choice of luminosity distribution, indicating that the relationship between ($L_{\text{IR}}$) and $L_{\text{AGN}}$ may provide a better constraint on the nature of the AGN variability.

5. DISCUSSION

We have shown that the observed relationships between AGN luminosity, SF, and galaxy mergers, as well as the relative shapes of the IR and AGN LFs, can be broadly explained by a simple picture in which BH accretion rates are perfectly connected to SFRs, but subject to short-timescale variability over a large dynamic range. This picture may have significant implications for studies of AGN triggering, as it implies that the observed instantaneous luminosity of an AGN is a weak indicator of the average BH accretion rate on the timescales of the galaxy evolution processes that may be expected to drive the long-term growth of BHs. Thus powerful quasars may represent brief upward fluctuations in the AGN luminosity of otherwise passive systems, while seemingly “normal” galaxies may have experienced powerful AGN activity and rapid BH growth in the recent past.

AGN feedback is not explicitly included in this analysis; however the strong correlation between SFR and long-term BH accretion rate prescribed by our model may suggest indirectly that some feedback processes are occurring. Small-scale feedback, in which the energy released by the BH limits its own gas supply, is consistent with our model as it is the key physical process that drives rapid variability of the AGN over a large dynamic range in a number of theoretical studies (e.g., Hopkins & Hernquist 2009; Hopkins et al. 2010; Ciotti et al. 2010; Novak et al. 2011; Gabor & Bournaud 2013). On larger scales, a particularly tight connection between SFR and BH accretion is predicted by some models of positive feedback in which AGN activity triggers SF (e.g., Zubovas et al. 2013; Nayakshin 2014), but such a correlation over long timescales can arise in models with zero or even negative AGN feedback (e.g., Anglés-Alcázar et al. 2013a; Gabor & Bournaud 2013), so these results alone do not enable us to draw any strong conclusions about the effects of BH feedback on galaxy-wide SF.

Indeed, despite its remarkable success in reproducing a range of observational results, our model is too simplistic to yield information on the details of AGN fueling and variability. For example, our model assumes a perfect proportionality between SFR and BH accretion rate and does not allow for any scatter in this relationship. Relatively small scatter in the BHAR/SFR ratio would be equivalent to simply broadening the observed AGN luminosity distribution at a fixed SFR, although large intrinsic scatter in this ratio would flatten the observed correlation between $L_{\text{AGN}}$ and $L_{\text{IR}}$, shown in Figure 3(a), and so would be inconsistent with observations (for a discussion see Chen et al. 2013). While the strong observed correlation suggests that the intrinsic scatter in the BHAR/SFR ratio is relatively small, this scatter must be constrained independently in order to extract the true variability in AGN luminosities.

Another limitation of our model is that, in order to keep it as simple as possible, we do not include any consideration of galaxy or BH masses. We therefore explicitly ignore the dependence of the Eddington limit on BH mass. This may

Figure 7. Comparison of the predictions of different AGN luminosity distributions for (left) the average SFR as a function of $L_{\text{AGN}}$, as in Figure 3(b), and (right) the AGN LF, as in Figure 5, for two representative redshift ranges. Both the distribution obtained by the Novak et al. (2011) simulation (blue dotted line) and our fiducial model (red solid line) can broadly reproduce both the observed trends with SF and the AGN LF. The steep observed AGN luminosity distribution at fixed stellar or BH mass (Hopkins & Hernquist 2009; Aird et al. 2012, modeled by the Schechter function with $\alpha = 0.6$) also produces a weak trend in the (SFR) versus $L_{\text{AGN}}$ (although less closely matching the data) and fits the AGN LF particularly well. In our simple picture, a “lognormal” luminosity distribution (Kauffmann & Heckman 2009) yields too strong a correlation between (SFR) and $L_{\text{AGN}}$ and fails to produce the high-luminosity tail of the AGN LF.

(A color version of this figure is available in the online journal.)
thus cause us to overpredict the number of luminous AGNs in small but rapidly star-forming galaxies with small BHs, and underpredict the maximum luminosities of massive galaxies with large BHs. Indeed, the tendency of AGNs to be found in relatively massive galaxies (e.g., Kauffmann et al. 2003; Colbert et al. 2005; Haggard et al. 2010; Xue et al. 2010; Cardamone et al. 2010) and halos (e.g., Hickox et al. 2009, 2011; Coil et al. 2009; Starkova et al. 2011; Allevato et al. 2011; Cappelluti et al. 2012), and the corresponding existence of relatively powerful AGNs in massive but passive systems (as discussed in Section 4.2) are likely a direct consequence of the Eddington limit (e.g., Hopkins et al. 2009; Aird et al. 2012). In the context of our model, introducing an Eddington limit would be equivalent to varying the luminosity at which the distributions cut off on the high end, depending on the relationship between SFR and BH mass in each galaxy.

A more sophisticated version of our model would therefore account for the joint distribution of BH (and galaxy) masses and SFRs, while including an explicit Eddington limit. This could be achieved analytically by a similar process to that described here, but expanded to include a careful treatment of the observed redshift evolution in the galaxy stellar mass and LFs (similar to the analysis of Conroy & White 2013) while also accounting for the distribution of SFRs as a function of galaxy mass, as in recent studies of galaxy formation (e.g., Peng et al. 2010; Behroozi et al. 2013; Lilly et al. 2013). Alternatively, our AGN variability prescriptions could be incorporated into semi-analytic models of galaxy formation based on dark matter halo merger trees, which explicitly track the stellar and BH masses and SFRs of each component galaxy (e.g., Bower et al. 2006; Somerville et al. 2008; Fanidakis et al. 2012, 2013). By comparing these more sophisticated models to observations, we may be able to obtain a reliable picture of the variability of AGNs and the connection between BH accretion and SF.

As discussed in Section 1, a complete understanding of AGN variability may potentially reconcile a range of seemingly contradictory observations about the relationships between AGNs and their host galaxies. However, the stochastic nature of the variability also requires that we employ an inherently statistical approach in observational studies by measuring the distribution in AGN accretion rates as a function of galaxy properties. Currently, X-ray surveys provide one of the most robust methods for probing AGN accretion over a wide range of Eddington ratios, host galaxy properties, and redshifts (e.g., Hopkins et al. 2009), and have enabled the first such statistical studies at moderate to high redshift (e.g., Hickox et al. 2009; Aird et al. 2012; Bongiorno et al. 2012). Using these techniques and existing X-ray and far-IR observations, it might be possible to obtain a measurement of the distribution of in broad bins of SFR, which would provide an interesting constraint on our model’s prediction that the distribution in is independent of SFR or redshift. An alternative could be to measure the distribution of in bins of , for which the model also makes clear predictions as shown in Figure 4. However, to explore the distribution of AGN accretion rate as a function of several interesting host galaxy properties (i.e., SFR, stellar mass, redshift) would require larger X-ray AGN samples than are currently available. Our results therefore provide motivation for future deep, wide extragalactic surveys that will obtain large samples of AGNs over a wide range in redshift and luminosity.

We thank David Rosario, Sara Ellison, and Philip Hopkins for helpful discussions, and are grateful to the anonymous referee for constructive comments that improved the paper. J.R.M. and D.M.A. acknowledge generous support from the Leverhulme Trust. F.C. acknowledges support by the NASA contract 11-ADAP11-0218. C.-T.J.C. acknowledges support from a Dartmouth Fellowship. This work was supported in part by Chandra grant SP8-9001X. This research has made use of NASA’s Astrophysics Data System.